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1.  About DECA and the frame of this submission 
The Digital Economy Council of Australia is Australia’s peak industry body for the digital economy, representing 
members across digital assets, blockchain infrastructure, artificial intelligence, payments, professional services and 
enterprise technology. DECA convenes seven member working groups, including the Artificial Intelligence Working 
Group, which prepared this submission. 

Our membership spans four layers this inquiry touches at once: the physical infrastructure on which digital 
services run, the digital markets built on top of it, the applications that reach Australian consumers and 
institutions, and the assurance and governance capability that makes any of it auditable. Most of our members are 
deployers and users of AI rather than developers of frontier models. They are the exchanges, payments 
businesses, software firms, auditors, insurers and advisers who must make AI work inside regulated processes, 
and who carry the consequences when it does not. That gives the Committee a deployment-side view it is less 
likely to hear from model developers or infrastructure operators.1 

DECA lodged a submission to the Senate inquiry into artificial intelligence and data centres on 1 September 2026, 
confined to infrastructure questions on the express basis that we would address governance questions to this 
Committee. We have engaged separately with the Office of the Australian Information Commissioner on 
automated decision-making, and are lodging a submission on the exposure draft privacy Bill this month. This 
submission should be read with those three, and does not repeat the energy, water and social licence material 
addressed in the first.2 

We address AI as a digital economy question rather than as a standalone technology question. The economic 
significance of AI lies in what firms are permitted to do once they have it, and the governance question follows the 
same logic: obligations should attach to the point in the digital value chain where consequence and control 
actually sit. 

2.  Summary of position 
First, the productivity opportunity is an adaptive efficiency problem before it is an adoption problem. AI is a 
general purpose technology, and general purpose technologies deliver measured productivity gains only once 
firms reorganise around them. Rules that fix who may supply a service, how it must be delivered and which 
approvals a new activity requires constrain that reorganisation. Red tape reform is therefore AI policy. 

Second, sovereign capability should be selective and connected end to end. Australia should adopt global 
technology where it offers best value and invest where it holds defensible advantage, with a pathway running 
from research through demonstration and procurement to export. 

Third, the most pressing regulatory problem is coordination, not an absence of regulatory power. Australia now 
has multiple concurrent processes and legislation flagged for 2027. Divergent definitions and thresholds are a 
larger deterrent to investment than stringency. 

Fourth, AI harm arises at deployment, at the level of the system rather than the model. Regulation directed at 
model capability will miss most of it; regulation directed at the decision pathway will reach it. 

Fifth, agentic AI is the near-term governance gap. Agent identity and attribution is the tractable intervention 
available now, and it will be considerably harder to retrofit once agent-mediated activity is at scale. 

Sixth, obligations that cannot be independently verified produce documentation rather than safety. Verifiable 
disclosure is where DECA’s membership can offer the Committee something other stakeholders will not. 

3.  Recommendations 

2DECA, Submission to the Senate Environment and Communications References Committee, Inquiry into Artificial Intelligence and Data Centres, 1 
September 2026. 

1Joint Select Committee on Artificial Intelligence, appointed by resolution of the House of Representatives and the Senate on 20 August 2026, terms of 
reference (a) to (n). This submission addresses terms of reference (a) to (l). 
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DECA recommends that the Committee recommend that the Commonwealth: 
Recommendation 1. Publish, before any AI legislation is introduced, a coordination map identifying which 
AI-related issues are to be addressed by which instrument and which portfolio, and how Commonwealth 
measures are intended to interact with State and Territory frameworks. 
Recommendation 2. Treat red tape reduction as AI policy, by reinvigorating barrier-removal programs and building 
new AI-enabled measures of regulatory characteristics, including complexity, discretion and the number of 
approvals standing between a firm and a new activity, to establish a checkable baseline of the Commonwealth 
regulatory stock. 
Recommendation 3. Direct AI regulation at the deployed system and the decision pathway, applying obligations to 
deployers in proportion to the consequence of the decision, rather than at model capability or the infrastructure 
on which a model runs. 
Recommendation 4. Build any mandatory Australian Standards for AI on the Voluntary AI Safety Standard and AS 
ISO/IEC 42001, identifying the scope, threshold, commencement and binding mechanism of each obligation 
separately rather than adopting them as a single undifferentiated package. 
Recommendation 5. Address agentic AI expressly, beginning with agent identity and attribution, so that a party 
dealing with an autonomous agent can establish who deployed it, under what authority it acts and what 
underlying model is driving it. 
Recommendation 6. Design disclosure and reporting obligations for independent verification from the outset, and 
pilot cryptographically attested reporting of AI decision lineage with willing participants, beginning with 
Commonwealth AI use, before mandating a schema. 
Recommendation 7. Concentrate sovereign AI investment in sectors of Australian comparative advantage, and 
connect research to commercialisation through procurement, test facilities, well-designed regulatory sandboxes 
and export pathways. 
Recommendation 8. Resolve copyright uncertainty as a priority, through transparency on training-data 
governance and protection against substitutive outputs, with obligations falling on those who control training 
practices rather than on downstream Australian businesses. 
Recommendation 9. Publish procurement guidance and model contractual provisions for consequential AI 
deployments, addressing supplier due diligence, material post-deployment system changes, audit and information 
rights, incident notification, liability allocation, and exit and portability. 
Recommendation 10. Address the domestic shortage of practitioners able to govern, audit and certify AI systems, 
and treat assurance capability as a sovereignty question rather than only a skills question. 

4.  Productivity depends on adaptive efficiency 
Terms of reference (a), (b), (d) and (g) 
Australia’s productivity task is structural. The total fertility rate fell to a record low of 1.481 births per woman in 
2024, well below the population replacement rate, and workforce participation is expected to decline over the 
longer term.3 A smaller working-age share supporting growing demand for healthcare, aged care and pensions 
places pressure on public finances, constrains real wage growth and weakens international competitiveness. AI 
matters to this Committee because it is one of the few available levers capable of generating greater value from 
the workforce, capital, infrastructure and data Australia already has. 

Capturing that value is not a matter of buying tools. AI is generally considered a new general purpose technology, 
and the literature predicts a productivity J-curve in which measured productivity growth is initially depressed 
while firms make complementary and largely intangible investments in new processes, products and skills, before 
rising as those investments are realised. For AI, the largest component of that complementary investment is 
organisational experimentation, because capability is uneven across tasks and firms cannot know in advance 
where AI complements existing work and where it substitutes for it.4 

The relevant policy variable is therefore adaptive efficiency: not how well resources are used within existing 
arrangements, but whether the rules permit those arrangements to change.5 Consider a firm preparing building 
inspection reports whose owner finds that AI can analyse photographs and drone footage and draft the report, 
allowing the firm to serve regional clients. A licensing rule reserving reports to a qualified inspector, a standard 

5D C North, Institutions, Institutional Change and Economic Performance (Cambridge University Press, 1990) 80-81; A A Alchian, “Uncertainty, 
evolution, and economic theory” (1950) 58(3) Journal of Political Economy 211. 

4E Brynjolfsson, D Rock and C Syverson, “The productivity J-curve: How intangibles complement general purpose technologies” (2021) 13(1) American 
Economic Journal: Macroeconomics 333; F Dell’Acqua and others, “Navigating the Jagged Technological Frontier” (2026) 37(2) Organization Science 
403. 

3Australian Bureau of Statistics, Births, Australia, 2024 (2025). 



 

requiring that inspector to attend the site, and a separate approval in each State together determine whether that 
reorganisation happens at all. Conventional measures of regulatory cost record the forms an existing business fills 
in. They do not record the business model abandoned because approval took too long, or the interstate expansion 
never attempted because it would face several regimes. 

Two consequences follow. New rules can add to that cost as readily as the existing stock: proposals requiring prior 
agreement with a workforce before AI is introduced make each experiment conditional on a negotiation. And AI 
makes red tape reduction more feasible as well as more urgent, because large language models can read 
regulatory text at scale and identify who must do what, under which conditions and with which exemptions. 
British Columbia counted regulatory requirements across legislation, regulations, policies and forms from 2001, 
reported the count publicly, tied targets and offset rules to it, and had cut the count by almost half by 2018. The 
count was an imperfect proxy for economic burden, but it created a transparent baseline, made commitments 
checkable and kept reform going after the first target was met.6 

This answers term of reference (d) directly. Among DECA’s membership the binding constraints on adoption are 
usually organisational: data quality, process design, integration cost, and the availability of people who can govern 
and assure the result. The consistent failure mode reported to us is firms layering AI onto legacy infrastructure and 
legacy process without the organisational change required to realise the benefit, then concluding that the 
technology underperformed. Regulation is rarely the first barrier a small or family business encounters. It is, 
however, the barrier that determines whether the organisational change is permitted once that business is ready 
to make it. It also bears on term of reference (b): many services that regional Australians struggle to access are 
precisely those subject to attendance, presence and jurisdictional licensing requirements, so removing those 
constraints does more for regional access than a grant program. 

5.  Sovereign capability and comparative advantage 
Terms of reference (c), (e) and (f) 
Australia should combine widespread adoption of leading global technologies with targeted investment in 
domestic capability. It does not need to develop every element of the AI supply chain, but it should retain 
sufficient capability, intellectual property, infrastructure and expertise to avoid becoming solely a consumer of 
technologies developed elsewhere. Sovereignty is not established by location alone: a workable test covers 
authority, continuity, portability, substitutability and recourse. 

Investment should concentrate where Australia holds deep industry expertise, valuable datasets, demanding 
operating environments and established international relationships. That means agriculture, resources, health and 
medical research, advanced manufacturing, financial services and the defence industry. The convergence of AI 
with robotics matters particularly, because AI supplies analysis, prediction and decision while robotics applies 
those decisions in physical environments, which is where much of Australia’s comparative advantage sits. The 
National Robotics Strategy recognises this potential in responding to an ageing population and a constrained 
labour market.7 The National AI Centre’s ecosystem work supports a pragmatic dual approach: adopt global 
technology where it offers the best value, and invest selectively where Australia has a defensible advantage.8 

Research excellence does not automatically produce businesses or exports. Promising technology becomes 
trapped between research, demonstration and commercial scale through limited growth capital, fragmented 
industry collaboration, insufficient access to testing environments and an absence of early customers. 
Government procurement and major Australian industries can supply reference customers, and regulatory 
sandboxes can supply credible environments in which to demonstrate safety, performance and value. The design 
of those sandboxes matters: whether a sandbox is open or closed, and whether its default and altering rules 
permit genuine variation from the standard regime, determines whether it produces learning or merely a queue.9 

Term of reference (f) is where DECA’s membership is most optimistic. Narrow, domain-specific models trained on 
Australian data in areas of Australian sectoral expertise are a more realistic sovereign objective than frontier 
model development, and they are the point at which governed access to Australian data converts into exportable 
capability. Export success will require Australian firms to demonstrate safety, reliability, cybersecurity, regulatory 
compliance and interoperability, which is the same assurance capability discussed at section 8. Australia should 
also be candid that continued copyright uncertainty, discussed at section 9, pushes the highest-value workloads 
offshore while Australia retains the inference load and its environmental footprint without the associated 
capability. 

9D W E Allen, C Berg and A M Lane, “From Closed to Open Regulatory Sandboxes: Why Default and Altering Rules Matter” (2026). 
8National Artificial Intelligence Centre and CSIRO, Australia’s artificial intelligence ecosystem: Growth and opportunities (2026). 
7Department of Industry, Science and Resources, National Robotics Strategy (2024). 

6D W E Allen and C Berg, “Getting the productivity benefits of AI for Australia requires regulatory reform”, submission to this Committee, 14 
September 2026; D W E Allen, C Berg, A M Lane and P A McLaughlin, “The political economy of Australian regulatory reform” (2021) 80(1) Australian 
Journal of Public Administration 114. 



 

6.  Coordination and the adequacy of existing law 
Term of reference (i) 

6.1  Australia is not ungoverned 
DECA does not accept the premise, sometimes put, that AI in Australia is ungoverned. The Australian Consumer 
Law already reaches claims about an AI product’s accuracy, capabilities or safeguards through sections 18 and 29, 
and where the consumer guarantees apply, section 60 requires services to be supplied with due care and skill. 
Treasury’s October 2025 review concluded the framework was broadly capable of addressing AI-enabled goods 
and services, while identifying uncertainties about the classification of digital products, the definition of a 
manufacturer, and manufacturer defences where control continues after supply.10 The Privacy Act and the 
Australian Privacy Principles impose obligations across the information lifecycle. Section 180 of the Corporations 
Act imposes a duty of care and diligence on directors and officers, and ASIC has expressly warned licensees against 
waiting for new AI laws, finding on review of 23 licensees that governance risked falling behind adoption.11 
Anti-discrimination law, professional conduct rules and negligence apply on their own terms. 

What is absent is not power but consistency,. DECA qualifies that conclusion in one respect, as we did before the 
Senate committee. Because Australia has no comparable dataset on AI deployment, the claim that existing powers 
are sufficient cannot yet be fully evidenced, and neither can the contrary claim. The right sequence is to settle 
coordination and disclosure, then identify any residual gap against reported data rather than assert it in advance. 

6.2  Three gaps that warrant targeted reform 
First, the Privacy Act retains qualified small business and employee records exemptions. Turnover does not reflect 
a business’s capacity to profile individuals or influence consequential decisions, and employee information can be 
used well beyond conventional record administration.12 Second, the automated decision-making transparency 
provisions commencing on 10 December 2026 require specified privacy-policy disclosures but do not themselves 
establish a general right to an individual explanation or human reconsideration. A person may learn from a privacy 
policy that automation is used without being able to establish whether an error affected their particular outcome. 
DECA supports targeted rights to notice, an intelligible explanation and meaningful review where automated 
processing materially influences a consequential decision and existing arrangements provide no equivalent 
protection, recognising established sectoral complaint mechanisms. The purpose is to make an outcome 
challengeable, not to require disclosure of source code. Third, civil liability principles require proof of the elements 
of a cause of action, and AI makes that evidentially harder when relevant records sit with several suppliers and the 
system has changed by the time the failure is investigated. Proportionate evidence-preservation and 
supplier-cooperation requirements are a better response than a wholesale replacement of existing liability 
principles. 

6.3  The coordination risk 
Australia now has this Committee, a Senate inquiry into AI and data centres, a New South Wales parliamentary 
inquiry, a South Australian Royal Commission, an Office of AI within Prime Minister and Cabinet, foreshadowed 
mandatory Australian Standards, and legislation flagged for early 2027. Each is reasonable on its own terms. 
Together they create the prospect of divergent definitions, thresholds and obligations. If Commonwealth 
standards define a high-risk AI system one way, a State framework another and a sectoral regulator a third, a 
national business will comply with the union of all three. That raises cost without raising the standard of safety, 
and it falls hardest on smaller firms. The Committee is uniquely placed to address this because it sits above the 
individual processes. A published coordination map costs little and prevents several years of duplicated 
compliance investment. 

7.  Where AI harm actually arises 
Terms of reference (i) and (k) 
Harm arises where a model materially influences a decision affecting a person, and it arises from the whole 
pipeline: data sources, orchestration logic, decision thresholds, human oversight arrangements and execution 
pathways. Two consequences follow. Obligations placed on model developers will not reach most deployment 
harms, because the same model produces very different risk depending on how it is embedded. And obligations 
placed on deployers should be proportionate to the consequence of the decision rather than the sophistication of 

12Privacy Act 1988 (Cth) ss 6D-6E, 7B. These are qualified exemptions, not blanket exclusions. 

11ASIC, 24-238MR, ASIC warns governance gap could emerge in first report on AI adoption by licensees (2024); Corporations Act 2001 (Cth) ss 180, 
912A. 

10Competition and Consumer Act 2010 (Cth) sch 2, ss 18, 29, 60-61; Treasury, Review of AI and the Australian Consumer Law, final report, October 
2025. Those are findings for targeted clarification, not amendments already enacted. 



 

the technology, because a simple rules engine that denies someone credit does more harm than a sophisticated 
model that suggests a playlist. 

Human oversight is a factor, not an exemption. DECA defines human in the loop as a design pattern in which a 
clearly accountable human retains decision authority over material outcomes, through review, approval, 
escalation or override calibrated to the risk of the use case. Nominal or rubber-stamped oversight should not take 
a system out of scope. Automation bias, interface design, workflow pressure and performance targets all operate 
to convert theoretical override into practical acceptance, and any framework relying on human oversight as a 
safeguard should be drafted with that in mind. 

Modern AI systems are also probabilistic and non-deterministic. A point-in-time certification records what a 
system did on the day it was tested. Obligations should therefore be framed around continuous monitoring, 
validation and review, with re-assessment required on material change rather than on a fixed cycle alone. 

DECA also says plainly, at the request of its Working Group, that a number of widely reported incidents of models 
apparently escaping their constraints were, on examination, researchers deliberately testing vulnerabilities rather 
than autonomous behaviour. We say this not to minimise risk, which is real and arises daily in deployment, but 
because policy built on a mistaken picture of the risk will be aimed at the wrong target. The harms our members 
actually encounter are prosaic: incorrect outputs relied on without checking, agents acting outside their intended 
scope, prompt injection through untrusted content, and models degrading silently over time. 

8.  Agentic AI: the near-term governance gap 
Terms of reference (i), (k) and (l) 
Autonomous agents are already transacting. Reported activity on one machine-to-machine payment protocol 
exceeded 165 million transactions from approximately 69,000 active agents by April 2026, at an average 
transaction size near 30 US cents, and the International Monetary Fund has reached similar conclusions about the 
direction of agent-mediated payment flows.13 Australian law generally assumes a natural or legal person behind 
every authorisation, every account and every decision. An agent acting under delegated authority, holding 
credentials and initiating actions across systems does not fit that assumption cleanly. The question is not whether 
agents should be permitted. It is whether a counterparty can establish who is responsible when one causes harm. 

DECA’s Working Group has been developing a concept it calls Know Your Actor, which extends the more familiar 
Know Your Agent by identifying the underlying model driving an agent, not merely the agent itself. A party dealing 
with an autonomous agent should be able to establish three things: who deployed it, under what authority it is 
acting, and what is driving it. This is trust infrastructure of a kind the market cannot build alone, because it only 
works if it is common, and it is directly buildable with verifiable credentials and attestation that DECA members 
already operate. DECA offers to convene members to develop the concept further if the Committee considers it 
useful. 

Legal and regulatory analysis should distinguish systems that provide information or recommendations from 
systems authorised to take action on behalf of an organisation. Where an agent can initiate transactions, 
communicate externally, alter records or otherwise create legal or financial consequences, governance should 
address the scope of delegated authority, approval thresholds, authentication, logging, human escalation, and the 
ability to reverse or terminate actions. 

Professional services illustrate the shift. Preparing a draft document is one thing; sending it, or making a 
commitment on a client’s behalf, is another. Members practising in law report that the move from AI drafting to AI 
acting across a matter is where existing supervisory duties come under pressure, and that having a human 
somewhere in the process is not sufficient if that person cannot meaningfully check or stop the action. Their 
assessment is that clear permissions, approval for consequential actions and records adequate to investigate 
mistakes would allow agents to improve consistency and integrity, but that practitioners with the skills and 
judgement to challenge what an agent produces remain necessary. Working Group members have accordingly 
argued for limiting principles, or meta-guardrails: foundational constraints prohibiting unauthorised access and 
requiring efficient task completion, applied to agents regardless of use case. Framed as principles rather than 
detailed rules, they survive changes in the underlying technology. 

9.  Standards, assurance and verifiable disclosure 
Terms of reference (h), (i) and (m) 
Mandatory Australian Standards for AI were foreshadowed in July 2026 without specifying who they would apply 
to. DECA supports the direction and asks that they build on the Voluntary AI Safety Standard and AS ISO/IEC 
42001, against which Australian firms have already invested. Displacing them would strand that investment and 

13DECA has put this material to the Reserve Bank of Australia in the payments context, asking it to state principles now and rules later. 



 

consume scarce specialist capacity for no gain in safety. DECA also asks the Committee to distinguish the policy 
objective from the mechanism by which each obligation becomes binding. Primary legislation, subordinate 
regulation, procurement or funding conditions, sectoral regulator guidance and contractual commitment are 
different vehicles with different consequences. Treating them as a single package invites the objection that a 
horizontal regime is being introduced by another name. 

Transparency obligations typically fail at the verification step. A regulator receives an operator-prepared assertion 
and has no practical means of testing it without a costly audit. There is a developed alternative. The inputs to a 
decision, the output produced, the identity of the model and the fact of human review can be attested at the 
point they occur, committed to a tamper-evident record, and disclosed through verifiable credentials, so that a 
regulator or an affected person can confirm what happened without either party disclosing commercially sensitive 
detail. The choice is not between transparency and confidentiality. It is between narrative self-declaration and 
attested evidence of what a system did, on what inputs, and who approved it. DECA recommends a pilot with 
willing participants before any schema is mandated, so that verifiability is designed in rather than retrofitted. 

This bears directly on term of reference (h). The Commonwealth should participate in the transformation rather 
than acting solely as regulator, policymaker or funder. Responsible adoption of AI across the public sector could 
improve policy development, regulatory monitoring, program administration and the accessibility of services, help 
government manage rising demand within a constrained labour market, and demonstrate practice for the wider 
economy. Commonwealth AI use is also the natural first place to require attested rather than narrative reporting, 
because the Commonwealth controls both sides of the arrangement and can pilot the schema before asking 
industry to carry it. 

10.  Intellectual property and copyright 
Term of reference (j) 
DECA’s membership includes both developers and deployers of models and holders of content portfolios, and 
holds materially different views on the substantive rule. We do not assert a consensus we do not have. We take a 
limited but substantive position. 

Existing law provides a foundation. The Copyright Act protects original expression rather than facts or ideas, so 
describing material as training data does not resolve its legal status, and availability on a public website does not 
establish permission for every subsequent use.14 Australia has no general exception permitting text and data 
mining, and in October 2025 the Government announced that it was not considering one, identifying licensing, 
protection of AI-generated material and affordable enforcement as priorities for further work through the 
Copyright and Artificial Intelligence Reference Group.15 Those are consultation measures, not a resolution. 

Continued uncertainty is itself a decision, and its cost falls on Australian firms making investment decisions now. 
Whatever rule is adopted should be settled quickly. DECA supports greater transparency around training-data 
governance and effective protection against outputs that reproduce protected expression or materially substitute 
for original works. Those obligations should fall primarily on model developers and providers with control over 
training practices, rather than on ordinary downstream business users. An Australian business using a third-party 
model should be able to obtain meaningful assurances from its supplier; it should not be expected to reconstruct 
that supplier’s training history. Any licensing or compliance framework should avoid imposing disproportionate 
costs, legal uncertainty or impractical tracing obligations on Australian startups and small and medium 
enterprises. 

Licensing must be accessible and enforcement affordable. A framework depending on individual negotiation with 
every rights holder will be unnavigable for smaller developers, while arrangements accessible only to major 
technology companies and large publishers leave independent creators with limited bargaining power. 
Government should support standard terms and voluntary collective arrangements where rights holders authorise 
them, identifying the material covered, permitted uses, remuneration, onward supply and treatment on 
termination. Moral rights, which are distinct from ownership and cannot be assigned, require separate treatment. 
Proportionate retention of records of dataset sources and permissions, with detailed evidence available through 
appropriate confidential processes when a substantiated dispute arises, is what makes a cheaper dispute forum 
worth having: a small claims process has limited value if a claimant still cannot obtain the information needed to 
establish a case. 

DECA also supports clarification of the protection available for AI-assisted work. Australian case law places human 
authorship and independent intellectual effort at the centre of copyright in original works, and Telstra Corporation 
Ltd v Phone Directories Company Pty Ltd illustrates the difficulty of establishing copyright where automated 

15Attorney-General’s Department, Copyright and Artificial Intelligence Reference Group. These are policy and consultation measures rather than an 
enacted resolution of the underlying questions. DECA has sought representation on the Reference Group. 

14Copyright Act 1968 (Cth) ss 14, 36, 101; fair dealing provisions at ss 40-43 are confined to specified purposes and their statutory requirements. 



 

processes produce the material, although it predates contemporary generative AI.16 There is a material distinction 
between a person using AI to assist their own creative work and a system generating material with little human 
contribution. A supplier’s contractual statement that a customer owns the output cannot by itself establish that 
copyright subsists. Guidance should distinguish copyright in a person’s original contributions, including prompts, 
reference material, parameters and configuration, from any claim over material generated by the system, with 
practical examples of the evidence of human authorship a business should retain. Any proposal to confer new 
exclusive rights over wholly machine-generated material should first demonstrate a public benefit and consider its 
effect on human creators and competition. 

Finally, AI uses should be expressly considered within the Government’s work on standalone protection for First 
Nations traditional knowledge and traditional cultural expressions, and that work should be led by First Nations 
peoples. Permission from the owner of a photograph, recording or publication may not address the cultural 
authority to reproduce or repurpose what it depicts or records, and general licensing arrangements should not be 
treated as sufficient where community authority or cultural restrictions require separate consideration.17 

11.  Procurement, contractual risk allocation and assurance capability 
Terms of reference (d), (g) and (i) 
A significant part of AI risk is allocated by contract between model providers, application developers, integrators 
and deploying businesses. Existing legal obligations may establish responsibility after harm occurs, but contractual 
terms determine in advance who controls the relevant risk, what information is available, and whether the 
customer has a practical remedy. Commonwealth guidance should therefore address minimum contractual 
considerations for consequential AI deployments: representations about system capabilities, data use and rights, 
allocation of responsibility for material system changes, audit and information rights, incident notification, 
subcontracting, data location and retention, indemnities and limitations of liability, termination, exit and 
portability, and appropriate insurance. Particular attention should be given to changes made by providers after 
deployment. A customer should not be expected to accept responsibility for risks arising from material changes to 
a system that it does not control and cannot meaningfully test. 

Australia also has a specific and quantifiable capability gap: a shortage of practitioners able to govern, audit and 
certify AI systems. DECA’s Working Group is building a directory of Australian expertise in AI governance, auditing 
and certification precisely because members are otherwise reliant on overseas providers. Assurance performed 
offshore against foreign standards does not give Australian institutions or regulators the evidence they need, 
which makes this a sovereignty question as much as a skills one. Consistent with DECA’s ethical principles, our 
position on term of reference (g) is that AI should be deployed to grow human capability rather than simply to 
displace it, that workers should have access to upskilling on an opt-in basis, and that productivity gains from 
automation carry an obligation to support transition for those displaced. 

12.  Comparable jurisdictions 
Australia is not the first country to confront these questions and has the advantage of the comparative record. 
Four approaches are instructive, and they do not point the same way. 

European Union: horizontal risk tiers. The EU AI Act applies obligations by risk tier to providers and deployers, 
with general purpose model obligations and transparency requirements phasing in. It is the most comprehensive 
framework and the most contested. The lesson for Australia concerns definitional difficulty rather than whether to 
copy it. The boundary between a high-risk system and an ordinary one has proved hard to draw, obligations 
settled before the general purpose model wave required substantial amendment, and compliance cost has fallen 
disproportionately on smaller deployers rather than on the large developers the regime was aimed at. 

United Kingdom: sectoral regulators applying common principles. The United Kingdom has relied on existing 
regulators applying cross-sectoral principles within their remits, alongside an explicitly pro-adoption infrastructure 
programme. Obligations arrive with sectoral expertise attached and without a new definitional perimeter, at the 
cost of inconsistency between regulators and gaps where no regulator has clear ownership. That is close to 
Australia’s current de facto position, which is why the coordination recommendation at section 6 matters more 
here than a new framework would. 

Singapore: governance framework paired with assurance tooling. Singapore has paired a model governance 
framework for generative AI with practical testing tooling, so that an organisation seeking to demonstrate 
responsible deployment has both a standard and a means of evidencing conformity against it. This is the model 

17Office for the Arts, Protecting First Nations Traditional Knowledge and Traditional Cultural Expressions; legislative options remain under 
development. 

16Telstra Corporation Ltd v Phone Directories Company Pty Ltd [2010] FCAFC 149. Authorship must also be distinguished from ownership: a company 
may own copyright through employment or assignment without being the human author. 



 

DECA finds most instructive, because it addresses the verification problem identified at section 9 rather than 
assuming disclosure will be tested. 

United States and Japan: promotion, with the action elsewhere. The United States has no comprehensive federal 
AI statute, and substantial obligations have emerged at State level alongside sectoral enforcement by existing 
agencies. Japan has adopted a promotion-oriented framework relying on existing sectoral law. The American 
experience is the clearest warning available to this Committee about the absence of national coordination: a 
business operating nationally complies with the strictest applicable rule in every jurisdiction. Australia has federal 
structures capable of avoiding that outcome and a narrowing window in which to use them. 

No jurisdiction has resolved this, and none of the four is an unqualified success. Three conclusions nonetheless 
hold across them. Definitional consistency across jurisdictions matters more to regulated entities than the 
stringency of any single rule. Obligations that cannot be verified do not produce safety, they produce 
documentation. And frameworks paired with assurance tooling have achieved better compliance at lower cost 
than frameworks that assume conformity will be self-declared. 

13.  Conclusion 
DECA supports the Committee’s establishment and the whole-of-Parliament vantage point it represents,. Our 
submission asks it to do four things: treat the removal of barriers to business reorganisation as core AI policy; 
press for coordination and definitional consistency before legislation is drafted; direct regulatory attention to the 
deployed system and the decision pathway rather than to the model or the building; and require that whatever 
obligations are adopted be capable of independent verification. 

The near-term governance gap DECA would most like the Committee to take up is agentic AI, and specifically the 
identity and attribution question. On copyright, we support urgent resolution, obligations that fall where control 
over training practices sits, and licensing arrangements accessible to Australian firms of every size. 

DECA would welcome the opportunity to appear before the Committee, to convene members to support a 
verifiable disclosure pilot, and to contribute to work on agent identity standards. 

Digital Economy Council of Australia 
Prepared by the DECA Artificial Intelligence Working Group. Contact Alec O’Sullivan at alec@deca.org.au. 
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